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Abstract
Metadata describing legacy television broadcasts in archival collections is often incom-
plete or inconsistent, but additional information about the program content and con-
tributors can be recovered from on-screen text. Leveraging this information requires 
text extraction, and the accuracy of this process is crucial for enhancing metadata 
quality and discoverability in television archives. Despite recent advances in AI offering 
improved extraction of text from visual data, statistical models still perform worse on 
data that differs from their training data. Therefore, the new models may underperform 
when interpreting names that are underrepresented in language corpora. This article 
investigates algorithmic understanding of scenes with text from television programs, 
contrasting Hawaiian lower third text from PBS Hawaiʻi broadcasts with comparable text 
from public television programs broadcast in the continental United States. Our primary 
research question is whether distinctive names (such as those of Hawaiian and Japanese 
origin), distinctive orthography, and complex visual features (as with leis or Hawaiian 
shirts) impact accuracy of text transcription. To address this question, we compiled 
a dataset of almost 4,000 still images from television broadcasts, split between PBS 
Hawaiʻi and stations from the continental United States, to evaluate multiple OCR and 
NLP systems, including traditional OCR approaches, as well as larger vision-language 
models. We find that although Hawaiian on-screen text does not result in significantly 
lower transcription accuracy overall than for on-screen text from the continental United 
States, distinctive features of Hawaiian content disproportionately cause errors. Based 
on these findings, we discuss implications for applying general purpose AI tools to local 
collections with distinctive characteristics. 

1	 Kelley Lynch recently completed her PhD in Computer Science at Brandeis University. Her research 
focuses on agentic systems for multimedia analysis, including CLAMS-Agent, a tool orchestrated video 
understanding system for archival broadcast collections.

2	 Owen King is Metadata Operations Manager at GBH Archives, working on the American Archive of Public 
Broadcasting. In that capacity, he coordinates work on automated processing and metadata workflows 
for archival television and radio programming. He has a PhD in philosophy and has published articles on 
theories of well-being, information ethics, and archival metadata.

3	 Kyeongmin Rim is a computational linguist working on computational semantics. He completed his 
PhD in Computational Linguistics at Brandeis University and is a senior researcher at the Brandeis Lab 
for Linguistics and Computation. His research spans multimodal semantic modeling and AI-driven 
multimedia understanding. He is the lead developer of the CLAMS platform and of MMIF, its interchange 
format for composing speech, vision, and language components into processing pipelines.

4	 Yangyang Chen is a PhD student in computer science at Brandeis University. Her research focuses on 
natural language processing, with an emphasis on speech technology, NLP for low-resource languages, 
and meaning representation.

5	 Gabrielle Keen is a Rights Coordinator for GBH Legal, and a former Audio Visual Metadata and Training 
Data Intern at GBH Archives. She previously worked with GBH Archives and the American Archive of 
Public Broadcasting on creating training data from video assets for machine learning processes. She 
holds an MLIS with a concentration in Cultural Heritage Informatics from Simmons University.



46
iasa journal no 56 September 2026

Kelley Lynch, Owen King, Kyeongmin Rim, Yangyang Chen, Gabrielle Keen

Keywords: television, metadata, chyron, OCR, vision-language model, Hawaii

1. Introduction
The text that appears in old television footage may be much harder to read than text 
in paper documents, both for humans and computers. Optical Character Recognition 
(OCR) and text interpretation nevertheless play a similarly important role for old tel-
evision programming as they do for documents. In both cases, recognition and inter-
pretation of text enable new possibilities for retrieval and analysis. These possibilities 
are especially significant for cultural heritage organizations stewarding large collections 
with spotty or minimal metadata. In this paper, we address the critical challenge of mak-
ing decades of archival television content more searchable by automatically extracting 
chyron text that identifies speakers and provides contextual information.

The American Archive of Public Broadcasting (AAPB) preserves and provides access to 
public television and radio programming created in the US since the 1950s (Botticelli et 
al. 2019, 39–41). Created in 2013, the project is stewarded by the Library of Congress and 
GBH, a large public media producer and broadcaster based in Boston. The AAPB oper-
ates by coordinating with the original content producers or other owners of the content. 
Typically, new items are added to the AAPB as follows: Archives staff reach out to the 
content owner, often a public broadcasting station somewhere in the US, to negotiate 
contribution of items. Selected items are detailed in an inventory, with any item-level 
metadata available from the contributor. Items stored on analog tape or film are sent to 
a vendor for digitization. Digital preservation master copies are preserved by the Library 
of Congress, and access copies are sent to GBH for metadata enhancement and publica-
tion on the AAPB’s website. As of the end of 2025, the AAPB includes more than 270,000 
items, of which more than 143,000 are videos.

New items added to the AAPB vary greatly in the level of description. In some cases, 
contributing partners provide thorough metadata records, including title, date, episode 
number, description, topic, and people involved. However, it is rare for the AAPB to re-
ceive all those elements, and, in many cases, an item may have little more than a series 
title and an episode number. Crucial data about the content and context of items is 
commonly missing, and additional cataloging work is required. 

Much of the relevant data can be found within the productions themselves. Especially in 
television content, on-screen text serves as a source of information for metadata. This 
includes, of course, credit sequences included near the beginning and end of a produc-
tion. Also useful is the slate, which presents structured information that commonly 
appears on the screen for a few seconds before the main program content. The slate, in-
dicating date, title, producer, director and total run time, is not usually shown to viewers, 
but is relied upon by the broadcaster airing the show, and this information is relevant for 
archival record-keeping. Finally, text in the “lower third”, or “chyron”, conveys essential 
data about what is being shown on the rest of the screen. Television productions use the 
chyron to show viewers the name, and sometimes additional identifying details, of the 
person featured on the screen. To identify a person appearing regularly on the screen in 
a half-hour television program, a chyron might be shown for five seconds two or three 
times over the course of the program. This chyron text is an authoritative source of in-
formation about individuals depicted and heard in historical television footage. As such, 
chyron text is well suited to populating the “pbcoreContributor” element in a catalog 
record using the PBCore metadata schema commonly used for audiovisual metadata 
(Rubin 2012; McManus 2020). Accurate contributor records provide an important access 
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point for users seeking appearances and statements by specific individuals in broadcast 
history.

Catalogers use information from credits, slates, and chyrons to enhance an archived 
program’s item-level metadata, improving discoverability. However, the challenge for 
the AAPB, as in many archives, is the disparity between the volume of material in need 
of processing and the time that archivists can devote to the processing. With just two 
full-time positions devoted to cataloging and the AAPB often receiving more than a 
thousand hours of new video items per month, it is not possible for cataloging work to 
keep pace with the volume of incoming content. Merely scrubbing through a video to 
locate relevant on-screen text is time-consuming and prone to error. The limitations 
of accessing information in on-screen text, along with the challenges of extracting it, 
constitute a predicament for a large television archive.

Recent advances in AI offer new methods to address challenges presented by on-screen 
text. The AAPB in collaboration with computational linguistics researchers at Brandeis 
University trained a custom computer vision model to identify the key scenes contain-
ing text from broadcast television (Rim et al. 2025). The next step is to automatically 
extract the text. However, the automated extraction of text information from television 
footage poses a dual challenge. First, there is the technical hurdle of extracting text 
from analog video signals, which may be degraded. Second, there is the sociotechnical 
challenge of processing content that may differ significantly from the data on which 
generally available AI models are trained, since statistical models perform worse on 
data that differs from their training distributions (Backer and Hyman 2025; Shafique et 
al. 2025). The machine learning techniques responsible for the vast improvements in AI 
over the last decade derive their “intelligence” by recognizing patterns across a large 
portion of text on the web. Hence, the linguistic patterns encoded in AI models reflect 
internet-wide regularities and central tendencies rather than the details specific to indi-
vidual collections or communities.

To address the challenges described above, we analyzed the performance of various 
computer vision applications for extracting on-screen text from legacy broadcast televi-
sion. Specifically, we examined whether cutting-edge approaches to extraction of on-
screen text perform equally well across cultural and linguistic contexts. 

To investigate differential performance across cultural and linguistic contexts, we se-
lected a collection within the AAPB that exhibits several distinctive features. The PBS 
Hawaiʻi collection features television programming created for viewers in Hawaiʻi be-
tween 1975 and 2008. As of 2025, the collection contains about 1,500 video items. 

The videos exhibit features related to distinctive aspects of life in Hawaiʻi, some of which 
might pose challenges for automatic extraction of text. First, there are purely visual 
features. The common presence of leis or other flowers directly behind on-screen text, 
as well as floral-print garments, creates a geometrically complex and colorful back-
ground against which to pick out the characters in on-screen text. In contrast, television 
programs from the continental US typically include fewer flowers and floral patterns. 
Second, given the location and history of Hawaiʻi, names of people, places, and organi-
zations have an unusual statistical distribution of linguistic features. Text on Hawaiian 
chyrons includes many names of Hawaiian and Japanese origin, as well as distinctive 
diacritical marks such as the macron (kahakō) and the glottal stop (ʻokina), which have 
been used commonly but inconsistently across English-language written media (Wilson 
1981, 167). To illustrate, Figure 1 shows a still image from a television program by PBS 
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Hawaiʻi, including chyron text identifying the person on the screen as Joann Yukimura 
and that she was running for mayor of Kauaʻi at the time the program was created.

Figure 1. Television still picturing Joann Yukimura, from the program Election Live, Hawaii 
Public Television, 26 October 1988. Source: American Archive of Public Broadcasting (ID: cpb-
aacip-225-35t76n5v).

Focusing on Hawaiian public television, in comparison to public television from the rest 
of the US, our research examines multiple cutting-edge approaches to extracting infor-
mation from on-screen text—particularly chyron text—investigating the benefits to vid-
eo archives of recent advances in computer vision. In short, we ask: Do vision-language 
models transcribe Hawaiian chyrons less accurately?

2. Related Work on Automated Analysis of Multimedia Archives

2.1 Digital Archives and Broadcast Video Processing
The sheer volume of data in broadcast television archives is an inherent difficulty for 
detailed item-level cataloging. An approach pursued by the Vanderbilt Television News 
Archive is automatic transcription followed by automated analysis of the transcripts 
(Anderson et al. 2024). In addition to audio, text in video offers another useful source 
of descriptive information. However, the automated analysis of on-screen text in televi-
sion content is a nascent field of study. To date, the most significant initiative is the 
Television Explorer project within the GDELT platform, which utilizes data from the 
Internet Archive’s Television News Archive to perform OCR on contemporary broadcast 
television streams (Leetaru and Schrodt 2013). This and similar projects, such as the 
Internet Archive’s “Third Eye” project, successfully process modern, born-digital news 
content where the on-screen text is clean and well-defined (Watzman 2017).

However, older broadcast footage originally captured on film or analog videotape pre-
sents special challenges. Deterioration of decades-old film or magnetic tape introduces 
significant noise, visual artifacts, color distortion and other degradations in quality. 
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These defects are inherent in the source signal and are preserved during digitization, 
complicating the accurate extraction of on-screen text and rendering many standard 
OCR methods less effective (Naiemi et al. 2022).

2.2 OCR for Scene Text and Historical Document
The task of extracting text from video footage is a specialized form of OCR, closely 
related to scene text recognition and historical document analysis. Scene text recog-
nition focuses on identifying text in natural environments (e.g., street signs, product 
labels), which, like television graphics, involves varied fonts, backgrounds and layouts 
(Naiemi et al. 2022; Jayakody 2022). Work on historical documents, meanwhile, address-
es challenges like document degradation, archaic fonts and complex layouts (Backer 
and Hyman 2025), which are analogous to the noise and artifacts found in digitized 
television footage.

Researchers at Northeastern University, seeking to better document the Boston Globe 
photography morgue, describe their work as “a data archeology process that allows us 
to automatically retrieve original labels and annotations and integrate them into the 
digital repository through computational processing in the form of machine-searchable 
metadata” (Taurino et al. 2025, 4369). Although their work focuses on static documents 
and ours on video, their framing is also applicable to our project. Furthermore, their ap-
proach, like ours, involves applying large multimodal AI models to OCR tasks (though we 
diverge in our choice of models).

2.3 Vision-Language Models for Text Extraction
Recent advancements in Vision-Language Models (VLMs) offer a promising direction 
for overcoming the challenges of text and information extraction from noisy, semi-
structured graphical content (Nagaonkar et al. 2025). An older, more traditional pipeline 
would use an OCR engine (Smith 2007) to perform text detection and text recognition 
as discrete steps, perhaps followed by the application of NLP methods to analyze the 
recognized text. In contrast, VLMs are capable end-to-end systems that leverage large-
scale multimodal pre-training to integrate visual and linguistic understanding (Cai et al. 
2023; Marafioti et al. 2025).

Models in this domain are trained to comprehend not only the text itself but also its 
spatial layout and semantic context within an image. This capability is particularly ad-
vantageous for analyzing broadcast news, where information is presented in a struc-
tured format (e.g., headlines, tickers, speaker introductions) (Jahagirdar et al. 2023; 
Hong et al. 2021).
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3. Dataset and Methodology

3.1 Task Definition: Chyron OCR 
The task is to transcribe the chyron text verbatim, without inferring additional structure. 
For the text shown in Figure 2 below, the desired output from the system is:

PATSY T. MINK
Democrat

Figure 2. Television still picturing Patsy T. Mink, from the program Election Live, Hawaii Public 
Television, 2 November 1988. Source: American Archive of Public Broadcasting (ID: cpb-aacip-
225-687h4bv1).

If an automated system can, provide an exact, error-free transcription for each of the 
key scenes with text, then catalogers of television collections are well-positioned to 
enhance catalog records with information about the individuals appearing in the videos. 

3.2 Data Source and Characteristics

3.2.1 Video-level and Image-level Dataset Curation
To create our dataset, we began by visually examining still images from items in the 
AAPB’s PBS Hawaiʻi collection. When inspecting the images, we looked especially for 
items with a variety of people identified in chyrons, selecting those that had a high likeli-
hood of Hawaiian names or Hawaiian words in the lower third text. This yielded a selec-
tion of 158 video items. We processed the videos in a workflow enabled by the CLAMS 
platform (Rim et al. 2025) using a fine-tuned ConvNeXt-based image classifier to identify 
candidate chyron images (Liu et al. 2022). We then manually removed images falsely 
classified as having person-identifying chyrons. This yielded 1,822 images confirmed as 
having chyron text identifying the person pictured on screen. 

Next, we created a comparison set of television programs in the AAPB not originating 
from Hawaiʻi. To make the comparison as straightforward as possible, we sought videos 
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that matched the visual styles of chyron text from PBS Hawaiʻi in terms of typeface, 
color, size, graphical elements, transparency and contrast. During collection of PBS 
Hawaiʻi items, we noticed that the visual style of the scenes with text changed notice-
ably from the year 2000 onward, a change which seemed to take place in parallel across 
the rest of public media as well. Accordingly, we sought to replicate the same proportion 
of still images from the “old” (1975-1999) and “new” (2000-onward) eras in both the 
Hawaiian set and the comparison set. We identified 131 videos and 2,100 images for the 
comparison set. Whereas the breakdown between old and new in the Hawaiian set was 
1,427 old and 395 new (78% old), our breakdown for the comparison set was 1,679 old 
and 421 new (80% old). Across the Hawaiian set and the comparison set, there are a 
total of 3,922 still images from 289 public television episodes. 

3.2.2 Manual Transcription
After the still images for both data sets had been selected, we utilized a browser-based 
labeling and annotation application developed by AAPB staff to manually transcribe 
the text in each image. The following guidelines were created for the labeling process:

	� Transcribe verbatim the text in the lower third or chyron area of the screen, in-
cluding every character. Preserve spacing and line breaks where feasible.

	� Do not, under any circumstances, include text that is in the top half of the frame.
	� Even for text in the bottom half of frame, do not include the text unless it is part 

of the Chyron graphical element. Easily legible text in a logo that is part of the 
Chyron should be included, but watermarks, background text, and filmed text 
should be omitted.

3.2.3 Additional Image Labeling
We conducted two additional rounds of labeling to isolate two specific factors that 
might make Hawaiian chyrons more difficult to process. First, we focused on the visual 
features in the chyron region of the image. As previously noted, Hawaiian television foot-
age is distinguished by its extensive use of flowers, notably leis worn around a person’s 
neck and shoulders. Because leis are visually complex and often appear directly behind 
the chyron text, they pose a challenge. We labeled the full set of 3,922 images according 
to the following categories:

	� Flowers or leis: Flowers, leaves, nuts, shells, etc., in the foreground (as in a lei) 
touching the chyron text.

	� Hawaiian shirt: Floral-inspired shirt or garment pattern touching the chyron text.
	� Opaque graphics: Opaque graphical background behind all chyron text (excludes 

the above categories).
	� None of the above.
	� The breakdown of visual categories in the Hawaiian set and the comparison set 

is shown in Table 1.

Hawaiian set Comparison set

Flowers or leis 217 12

Hawaiian shirt 315 20

Opaque graphics 239 302

None of the above 1051 1766

Table 1: Distribution of visual features
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The roughly proportionate occurrence of chyrons with opaque graphics was likely due 
to our intentional selection of both old and new visual styles of public media graphics.

The second round of labeling was aimed at isolating the effect of the linguistic origin of 
words appearing in chyron text on successful text extraction. As noted earlier, Hawaiʻi 
has a relatively high proportion of Hawaiian and Japanese names for its people, places, 
and organizations. Hawaiian and Japanese names are distinguishable from names com-
mon in the continental US because they follow some characteristic phonological and 
orthographic patterns. For instance, Hawaiian names generally feature open syllables, 
a restricted consonant inventory (Parker Jones 2018) and specific orthographic markers 
(Wilson 1981). 

Labeling of name origins was performed via an AI-assisted, human-in-the-loop proce-
dure. For each chyron transcription, we used a fixed prompt with Google’s Gemini 3 Flash 
for a first indication of whether the text contained any words or names of Hawaiian or 
Japanese origin. This initial prediction was for one of four categories: Hawaiian, Japanese, 
Both, or Neither. A linguist on the author team (Chen) then manually reviewed every 
prediction, correcting it when she disagreed with the LLM’s judgment. The resulting 
dataset retains only these human-verified labels, ensuring that the name origin annota-
tions reflect consistent expert oversight rather than unchecked model predictions. The 
breakdown of name origins across the Hawaiian set and comparison set are shown in 
Table 2.

Hawaiian set Comparison set

Hawaiian 418 0

Japanese 262 6

Both 64 0

Neither 1,078 2,094

Table 2: Distribution of name origin

3.3 Model Selection and OCR System Implementation 
We evaluated systems for extracting text from chyrons across different generations of 
technology. We chose one traditional, task-specific approach for OCR pipelines, and two 
larger, general-purpose end-to-end vision-language models (VLMs). For the OCR pipe-
line baseline, we utilized the docTR library (Mindee 2021), which is a modular system 
that operates in two steps, treating text detection and text recognition as discrete tasks. 
For text detection, we configured docTR to use a DBNet (Differentiable Binarization) 
with a ResNet-50 backbone. This was followed by PARSeq (Permuted Autoregressive 
Sequence, ~24M parameter model) for text recognition (Bautista and Atienza 2022).

To contrast with a more traditional OCR approach like docTR, we selected two state-of-
the-art Visual Language Models (VLMs). While docTR and the selected VLMs both uti-
lize transformer-based deep learning architectures, key differences exist in their training 
methodologies. Unlike conventional supervised training, VLMs are often trained using 
reinforcement learning methods, similar to modern Large Language Models (LLMs) such 
as OpenAI’s GPT and Google’s Gemini. Our choice of VLM models was based on their 
demonstrated performance and computational efficiency for deployment on consum-
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er-grade or workstation hardware. This local deployment capability avoids the privacy 
and data protection concerns sometimes associated with processing archival data in 
cloud environments (Arias Hernández 2025, 4279).

The first VLM, SmolVLM2 2.2B Instruct, is an end-to-end system released in 2025 (Marafioti 
et al. 2025). Its architecture utilizes a lightweight Vision Transformer (ViT) (Dosovitskiy et 
al. 2021) encoder to process visual inputs, which are then projected into the embedding 
space of a transformer language model derived from the SmolLM2 family (Ben Allal et 
al. 2025).

The second VLM is DeepSeek-OCR, also released in 2025. It is based on general-purpose 
LLM, but fine-tuned for text recognition tasks, employing a “DeepEncoder” architec-
ture paired with a Mixture-of-Experts (MoE) Large Language Model decoder. It utilizes a 
novel visual token compression strategy to represent high-resolution document images 
efficiently, distinguishing it from standard multimodal architectures (Wei 2025).

4. Evaluation Methodology and Results

4.1 Metrics
We employed Character Error Rate (CER) and Exact Match (EM) accuracy as our primary 
evaluation metrics across all tasks and pipeline comparisons. CER measures the mini-
mum number of character-level edits (insertions, deletions, substitutions) required to 
transform the predicted text into the ground truth annotation, normalized by the length 
of the ground truth text (Levenshtein 1966). Because the edit distance can theoretically 
exceed the length of the ground truth (e.g., if the model hallucinates a long sequence), 
CER values for individual instances can exceed 1.0. To ensure that such outliers do not 
disproportionately skew the aggregate results, we capped the CER for each individual 
instance at 1.0 when calculating dataset averages. In contrast, EM is a binary metric, 
scoring 1 if the predicted text is identical to the reference data and 0 otherwise; we 
report the mean EM score across the dataset as Exact Match Accuracy. In short, both 
(averaged) EM accuracy and CER are bounded within the range [0, 1] (or 0% to 100%), 
with higher EM accuracy and lower CER indicating better performance.

Although these metrics provide direct measures of transcription quality, a critical limita-
tion is their inherent sensitivity to the case of the letters. To offer a more robust evalu-
ation of the core sequence accuracy, we primarily report both Exact Match accuracy 
and CER using case-normalized (uncased) text. This approach ignores case differences 
during comparison, thereby focusing the evaluation on the substitution, deletion, or 
insertion of characters regardless of their capitalization. This reflects a practical orien-
tation, as much of the downstream processing and interpretation of transcribed text is 
case-insensitive, and it provides a clearer picture of the model’s ability to accurately 
capture the underlying word form. We may present secondary, case-sensitive results for 
completeness or to highlight case-specific errors where relevant.

4.2 General Performance: VLMs vs. Traditional OCR
We began our evaluation by comparing the different systems for OCR. For this level of 
evaluation, we looked across the entire dataset to uncover the most general trends. The 
results appear in Table 3. In these results, we see a clear performance hierarchy that 
persists across all analysis dimensions: SmolVLM2 outperformed DeepSeek-OCR, which 
in turn substantially outperformed docTR.
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Model EM Acc (uncased) Mean CER (uncased)

SmolVLM2 81.5% 0.017

DeepSeek-OCR 44.5% 0.047

docTR 25.0% 0.199

Table 3: Baseline performance on the full dataset (n=3,922)

That the two VLMs outperformed docTR confirmed our assumption that these cutting-
edge models would outperform a more traditional (though still advanced) approach to 
OCR. The next section examines these patterns of error and accuracy in detail.

4.3 Performance on Distinctive Hawaiian Features

4.3.1 Evaluation Overview
We evaluated three OCR systems using all 3,922 chyron images with human annotated 
ground truth transcriptions. Rather than focusing on absolute model performance, our 
analysis in this section examines how various data characteristics such as geographic 
origin, name ethnicity, orthographic features and visual context affected transcription 
quality across the three models.

4.3.2 Impact of Geographic Origin: Hawaiian vs. Continental Content
Comparing performance on PBS Hawaiʻi content (n=1,822) against continental US pub-
lic television content (n=2,100), we find no consistent accuracy penalty for Hawaiian 
content, as shown in Table 4. On Hawaiian content, SmolVLM2 achieved 80.9% ex-
act match accuracy (after case and punctuation normalization) while DeepSeek-OCR 
achieved 49.7%. On non-Hawaiian content, SmolVLM2 achieved 82.0% and DeepSeek-
OCR achieved 40.1%. The two models diverged in the direction of the difference: 
SmolVLM2 was about one percentage point lower on Hawaiian content, whereas 
DeepSeek-OCR was actually higher on Hawaiian content than on continental content. 
docTR performed almost identically on the two sets (25.0% vs 25.1%). Mean CER values 
were low throughout, with between-dataset differences of 0.004 for SmolVLM2 and 
0.012 for DeepSeek-OCR. Overall, geographic origin alone did not systematically degrade 
transcription accuracy.

Model Hawaiian 
accuracy

Comparison 
accuracy

Hawaiian 
mean CER

Comparison 
mean CER

SmolVLM2 80.9% 82.0% 0.015 0.019

DeepSeek-OCR 49.7% 40.1% 0.041 0.053

docTR 25.0% 25.1% 0.197 0.202

Table 4: Model performance on Hawaiian and comparison dataset plits
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4.3.3 Impact of Name Ethnicity
To investigate whether names from different linguistic origins affect transcription dif-
ficulty, we categorized names by language: Hawaiian, Japanese, both Hawaiian and 
Japanese, or neither. The distribution was skewed toward names of neither Hawaiian nor 
Japanese origin (N=3,172, 81% of evaluated samples), with Hawaiian names comprising 
418 samples (11%), Japanese names 268 samples (7%), and names of both origins 64 
samples (2%).

As shown in Table 5, SmolVLM2 and docTR performed worst on Hawaiian names, and 
all three models scored lower on Hawaiian names than on names of neither origin. 
SmolVLM2’s accuracy dropped from 84.4% on names of neither origin to 61.7% on 
Hawaiian names, a decline of 22.7 percentage points. docTR showed a comparable 
drop in the same direction, from 26.6% to 15.6%, a decline of 11.0 percentage points. 
DeepSeek-OCR also declined on Hawaiian names, but only modestly, from 44.5% to 
41.6% (2.9 percentage points). This degradation in the same direction across all three 
models suggests that the difficulty is intrinsic to Hawaiian names themselves, not an 
artifact of any particular model architecture, though wider experimentation would be 
required to prove this conclusively.

Ethnicity 
Category Sample size SmolVLM2 

accuracy
DeepSeek-

OCR accuracy
docTR 

accuracy

Neither 3,172 84.4% 44.5% 26.6%

Hawaiian 418 61.7% 41.6% 15.6%

Japanese 268 81.0% 50.7% 21.6%

Both 64 71.9% 40.6% 21.9%

Table 5: Performance across name origin splits

Japanese names showed a different pattern of difficulty. SmolVLM2 handled Japanese 
names nearly as well as names of neither origin (81.0% vs 84.4%), and DeepSeek-OCR 
performed best of all on Japanese names (50.7%, compared with 44.5% on names of 
neither origin). Only docTR found Japanese names relatively difficult, at 21.6% accuracy, 
though even this was higher than its accuracy on Hawaiian names (15.6%). The small set 
of chyrons combining both Hawaiian and Japanese origins generally showed intermedi-
ate difficulty, consistent with these names inheriting challenges from both categories, 
although the relatively small size of the sample precludes any confident inference.

4.3.4 Impact of Hawaiian Orthography
The Hawaiian language employs two diacritical marks: the ʻokina (glottal stop) and the 
kahakō (macron over vowels). We initially hypothesized that these distinctive orthograph-
ic features could present challenges for models trained predominantly on English text.

Our automated detection identified only 15 samples (0.38% of the dataset) containing 
ʻokina characters in the ground truth transcriptions, and no samples containing kahakō. 
This sparse representation in our dataset suggests that broadcast chyrons, even in 
Hawaiian programming, often omitted diacritical marks. This may reflect technical limi-
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tations of broadcast graphics systems during the period between 1975 and 2008 from 
which our archival content originates. This interpretation is consistent with broader me-
dia practices of the period (Wilson 1981, 167).

Despite the small sample size, both models showed marked degradation on text con-
taining diacritics. SmolVLM2’s accuracy dropped from 81.7% on non-diacritical text 
to 33.3% on text containing ʻokina. DeepSeek-OCR’s accuracy dropped from 44.7% 
to 0.0%, failing to produce any exact matches on diacritical text. While these results 
must be interpreted cautiously given the extremely small sample, the consistent failure 
across both models suggests that Hawaiian diacritics present genuine challenges that 
are not specific to any particular model. This scarcity of diacritics in our dataset reflects 
the archival production practices described above and affects both the training data 
available to AI systems and the ground truth used for evaluation.

4.3.5 Impact of Visual Context
We examined whether complex visual elements near the chyron text region affected 
transcription difficulty. Three visual features were annotated: leis or flower arrangements 
touching the chyron (n=229), Hawaiian shirt patterns touching the chyron (n=335), and 
opaque graphical backgrounds behind the chyron text (n=541).

As shown in Table 6, visual complexity had a measurable impact on model performance. 
SmolVLM2’s accuracy dropped from 80.8% on images with opaque backgrounds to 
71.6% on images with flowers, a decline of 9.2 percentage points. DeepSeek-OCR showed 
a more dramatic decline, dropping from 61.2% accuracy on opaque backgrounds to just 
29.3% on images with flowers. DocTR showed a similarly dramatic decline, dropping 
from 50.5% to 10.9%.

Hawaiian shirt patterns showed a divergent effect. SmolVLM2 maintained high accu-
racy (80.9%), effectively ignoring the background noise. However, the other two models 
struggled significantly: DeepSeek-OCR dropped to 37.3% accuracy, and docTR plum-
meted to just 6.6%. This suggests that, while SmolVLM2 is stable under patterned back-
grounds, other models’ accuracy decreases markedly when text appears over visually 
complex patterns.

Opaque graphical backgrounds facilitated the highest performance for both DeepSeek-
OCR (61.2%) and docTR (50.5%), likely because the solid background simplifies the seg-
mentation task for traditional OCR and attention mechanisms.

Visual feature Sample size SmolVLM2 DeepSeek-OCR docTR

All images 3,922 81.5% 44.5% 25.0%

Flowers/Lei 229 71.6% 29.3% 10.9%

Hawaiian shirt 335 80.9% 37.3% 6.6%

Opaque 
graphics 541 80.8% 61.2% 50.5%

Table 6: Performance across visual feature splits
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4.3.6 Summary of Findings
A comprehensive table with full data composition and model performance breakdown 
is included in the appendix. Our evaluation reveals consistent patterns in the factors 
that make chyron transcription difficult, with all models showing parallel degradation 
on the same challenging categories.

Hawaiian content overall does not show significantly lower accuracy. The aggregate 
performance difference between Hawaiian and continental US content was small or in 
favor of Hawaiian content, suggesting that modern VLMs can process Hawaiian broad-
casts without substantial baseline degradation. 

Hawaiian proper names, however, were consistently challenging. Both VLM models 
showed lower accuracy on names of Hawaiian origin (SmolVLM2: -22.7 points, DeepSeek-
OCR: -2.9 points). This suggests that Hawaiian naming conventions with their distinctive 
orthographic patterns and unfamiliarity to models trained on general corpora represent 
a genuine challenge for current AI systems. Japanese names showed variable difficulty. 
Unlike Hawaiian names, Japanese names did not consistently challenge both models, 
suggesting that the difficulties they pose may be more tractable.

Diacritics were problematic across models. Both models performed poorly on the lim-
ited samples containing ʻokina, suggesting that Hawaiian orthographic conventions are 
underrepresented in training data. However, diacritics appeared in less than 1% of our 
archival dataset, limiting our ability to draw conclusions or assess their practical impact.

Visual complexity consistently degraded performance. Flowers, leis, and Hawaiian gar-
ment patterns near the chyron text reduced accuracy for both models, with the effect 
more pronounced for some implementations. Opaque graphical backgrounds, by contrast, 
could have facilitated transcription by providing cleaner text-background separation.

These findings indicate that while geographic origin alone does not substantially affect 
transcription difficulty, specific features common in Hawaiian content do present meas-
urable challenges.

5. Examples and Discussion

5.1 Examination of Errors in the PBS Hawaiʻi Set
The quantitative analysis above indicates that all models have more difficulty with chy-
rons containing Hawaiian words than with chyrons without any Hawaiian words. The 
presence of any Hawaiian words made it less likely that the model’s output would 
exactly match our manually annotated reference data. This effect was greatest with 
SmolVLM2, the otherwise best performing model. 

Analysis of selected images from the dataset illustrates several patterns: SmolVLM 
shows reduced accuracy on Hawaiian names, Deepseek-OCR exhibits errors on chal-
lenges not specific to Hawaiʻi (for instance, with spacing), and docTR shows markedly 
lower accuracy on frames with complex backgrounds. 

We observed the most consistently accurate predictions across the three models for frames 
with text on a solid background without any Hawaiian or Japanese names (Figure 3).
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Figure 3. Television still picturing Walter Dods, from the program PBN Friday with Howard Dicus, 
PBS, 18 November 2005. Source: American Archive of Public Broadcasting (ID: cpb-aacip-225-
09j3tzbz).

Figure 4 shows an image with more visual complexity behind the chyron. Although 
SmolVLM2 and Deepseek-OCR still performed well, docTR produced unusable results. 
Also in Figure 4, we note one common error pattern, in which the Deepseek-OCR model 
omitted spaces between words.

Figure 4. Television still picturing Garrett Toguchi, from the program Newsmakers, Hawaii Public 
Television, 4 October 2000. Source: American Archive of Public Broadcasting (ID: cpb-aacip-225-
30bvqbsq).

Kelley Lynch, Owen King, Kyeongmin Rim, Yangyang Chen, Gabrielle Keen
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In Figure 5, SmolVLM2 provided an accurate transcription, while Deepseek-OCR inac-
curately transcribed the Japanese name, and docTR provided just marginally useful out-
put. Although Deepseek-OCR generally handled Japanese names well (Table 5), in this 
instance the Japanese name was misread.

Figure 5. Television still picturing Dwight Takamine, from the program Capitol Spotlight, Hawaii 
Public Television, 4 May 1989. Source: American Archive of Public Broadcasting (ID: cpb-aacip-
225-37vmd093).

In Figure 6, we find the more traditional OCR system, docTR, and the Deepseek-OCR 
VLM correctly spelling the Hawaiian surname, “Piianaia”, with errors from SmolVLM2.

Figure 6. Television still picturing Ilima Piianaia, from the program Capitol Spotlight, Hawaii 
Public Television, 23 January 1989. Source: American Archive of Public Broadcasting (ID: cpb-
aacip-225-93gxdbd6).
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5.2 Tale of Two Names
To probe whether the VLMs’ difficulty with Hawaiian-named chyrons stems from 
Hawaiian orthography itself rather than from general image conditions, we focus on 
two recurring figures in the dataset. John Waiheʻe, governor of Hawaiʻi from 1986 to 
1994, appears in 41 chyrons, all written without the ʻokina. As Table 7 shows, perfor-
mance transcribing Waiheʻe’s name varied significantly across the three models, with 
SmolVLM2 misspelling “Waihee” in nearly every one of its 33 failed predictions.

System Number of failed EM Number of failures due 
to misspelling “Waihee”

docTR 34/41 9/34

SmolVLM2 33/41 33/33

Deepseek-OCR 17/41 1/17

Table 7: Performance on “John Waihee” (a subset of 41 images). The second column shows the 
number of predictions by each model that failed to exactly match the reference data. The third 
column shows how many of the EM errors involved misspelling “Waihee”.

Figure 7. Television still picturing John Waiheʻe, from a segment of the program Capitol 
Spotlight, Hawaii Public Television, 12 April 1988. Source: American Archive of Public 
Broadcasting (ID: cpb-aacip-225-5269pfd1).
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Figure 8. Television still picturing John Waiheʻe, from the program The Democratic 
Gubernatorial Candidate Debate, The League of Women Voters of Hawaii, 19 September 1986. 
Source: American Archive of Public Broadcasting (ID: cpb-aacip-225-311ns4wm).

By contrast, Dan Boylan, a longtime contributor to PBS Hawaiʻi programming, appears 
in 26 chyrons under comparable layout and image conditions. SmolVLM2 transcribed 
every one of these perfectly. As shown in Table 8, the other systems produced some er-
rors, but these were not disproportionally driven by misspellings of “Boylan”.

System Number of failed EM Number of failures due 
to misspelling “Boylan”

docTR 20/26 3/20

SmolVLM2 0/26 0/0

Deepseek-OCR 10/26 1/10

Table 8: Performance on “Dan Boylan” (a subset of 26 images). The second column shows the 
number of predictions by each model that failed to exactly match the reference data. The third 
column shows how many of the EM errors involved misspelling “Boylan”.
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Figure 9. Television still picturing Dan Boylan, from the program Election Live, Hawaii Public 
Television, 21 September 1988. Source: American Archive of Public Broadcasting (ID: cpb-aacip-
225-58pc8cvz).

The contrasting cases of John Waiheʻe and Dan Boylan are not, by themselves, enough 
to draw any strong or general conclusions about the performance of VLMs (or even 
SmolVLM2 in particular) across names of different ethnic origins. However, they support 
the theory that the names themselves are contributing to the error, not other stylistic 
features of the chyron frame.

5.3 Implications for Practice and Research
The results of this study have immediate implications for archives seeking scalable solu-
tions for enhancing metadata. If accuracy was consistently high and distinctive features 
did not degrade performance, this would indicate that general-purpose VLMs are suf-
ficiently robust for application across diverse cultural heritage collections without ex-
tensive fine-tuning. However, our analysis suggests caution. Although Hawaiian chyrons 
were not substantially more difficult overall, a relatively large proportion of VLM errors, 
especially for SmolVLM2, occurred with the presence of Hawaiian names. This sensitiv-
ity to Hawaiian orthography is not entirely unexpected. Because VLMs rely not only on 
visual features but also on patterns learned from linguistic corpora, less frequent words 
and name forms are less likely to be recognized in images. This has implications for both 
cultural heritage practice and AI research and development. 

The implications for cultural heritage practice can be outlined as follows. For accuracy-
critical use cases, such as the creation and enhancement of catalog records, using VLMs 
for text extraction will still require human verification and correction. None of the re-
sults observed to date are good enough to eliminate the need to keep a human in the 
loop. Given that the models struggle with less common names, we should expect the 
human process of correcting the relevant records to be more time-consuming for the 
respective collections. Hence, collections with names from ethnicities that are minor-
itized in language model training corpora will take longer to process. 
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Conversely, for use cases where high precision is not required, such as the population of 
search indexes, archives may wish to use the extracted data without additional human 
correction. In such cases, the resulting data will have different levels of noise according 
to the origin of the names represented by that data. This creates a separate problem. 
For applications like search, this disparity would likely yield a corresponding degradation 
of user-facing performance. 

Hence, across a variety of use cases, a substantive concern emerges: Already minor-
itized groups would be at risk of further marginalization because their records will be 
processed either more slowly (for use cases requiring high accuracy) or with poorer per-
formance (in applications that permit noisy data). One way to address this worry would 
be to fine-tune VLMs with local data, to improve their performance on the categories of 
interest to a particular institution. However, this approach is likely to be feasible only for 
the most well-resourced collecting institutions.

The implications for AI research, and specifically for the development and training of 
VLMs, are straightforward: Testing and evaluation data for these models should include 
data that encompasses names of diverse origins. We hypothesize that training or fine-
tuning VLMs on balanced, multilingual language corpora would likely be beneficial.

6. Conclusion and Future Work

6.1 Conclusion
Geographic and linguistic context matter, and there is always a risk in applying models 
outside, or on the edges of, the domain from which they have been created. The degree 
of risk depends, of course, on how far the use case deviates from the model’s training 
distribution. In the case of Hawaiian chyrons, we saw that new, general-purpose VLMs 
provide usable results, indeed of sufficiently high quality to promise more efficient work-
flows for collection processing. However, our experiments also showed that the features 
distinctive to Hawaiʻi pose challenges for the accuracy of model predictions. This kind of 
dynamic—wherein technological advances yield wide but uneven benefits—is familiar to 
practitioners and researchers alike. Our response is to address the evident disparities as 
much as possible and then leverage these advances wherever feasible.

6.2 Future Research
Although we have seen clear indications that SmolVLM, and, to a lesser degree, 
Deepseek-OCR, perform poorly on Hawaiian names, we do not know how pervasive this 
problem is. In particular, we cannot determine whether similar error patterns extend to 
other VLMs with comparable architectures and training regimes. The dataset we con-
structed for the experiments in this paper is well-suited to test more general hypotheses 
about the performance of VLMs, at least as pertaining to Hawaiian words and Hawaiian 
patterns of visual complexity. In the near term, our research will take up questions along 
these lines.

If this issue with Hawaiian names proves to be widespread across VLMs, it would moti-
vate research focused on mitigation strategies. Accordingly, future research could po-
tentially explore domain-specific fine-tuning of vision-language models on broadcast 
chyron data to improve transcription accuracy and reduce formatting inconsistencies. 
Additionally, exploring multimodal fusion methods that combine audio transcripts with 
visual extraction, could provide additional validation for extracted names and attrib-
utes. 



64
iasa journal no 56 September 2026

Kelley Lynch, Owen King, Kyeongmin Rim, Yangyang Chen, Gabrielle Keen

Looking beyond OCR tasks, the dataset used in our experiments could support other 
kinds of experiments. It could serve as the basis for an evaluation set for Named Entity 
Recognition and Named Entity Linking systems. Such systems would allow for disam-
biguation of names across different programs and enable more complex information 
retrieval applications.

6.3 Integration at the AAPB
Our study has shown that collections with certain distinctive characteristics will likely 
be more difficult to process accurately. For ongoing cataloging efforts at the AAPB, the 
most likely approach will be to simply accept that some collections require more care 
than others. This, of course, is not an unfamiliar reality in the world of archives. 

Recognizing that none of the text extraction methods examined here is sufficiently reli-
able to automatically populate catalog records with names of persons, staff at GBH 
have been developing an interface and workflow for humans to verify and correct the 
data extracted by models like SmolVLM2. Because the overall error rates are low, we 
anticipate that verification and correction will proceed efficiently. The overall accuracy 
offered by VLMs like SmolVLM2 delivers clear efficiency gains: Correction of occasional 
errors in extracted text is much faster and less error-prone than the manual entry of 
names and attributes. Hence, staff at the AAPB are optimistic, anticipating workflows 
that allow catalog records to be enhanced more efficiently in the near term.

With better records of the individuals featured in archival television footage, the AAPB 
will be better equipped to facilitate new kinds of historical research and storytelling. 
Detailed records derived from chyron text make it possible to trace the contributions of 
specific individuals—like John Waiheʻe or Dan Boylan—across appearances in broadcast 
media over extended periods.
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Appendix

Subset Category n SmolVLM2 
Acc

SmolVLM2 
CER

DeepSeek 
Acc

DeepSeek 
CER DocTR Acc DocTR CER

Overall All 3,922 81.5% 0.017 44.5% 0.047 25.0% 0.199

Dataset Hawaii 1,822 80.9% 0.015 49.7% 0.041 25.0% 0.197

Comparison 2,100 82.0% 0.019 40.1% 0.053 25.1% 0.202

Name 
Origin Neither 3,172 84.4% 0.016 44.5% 0.049 26.6% 0.190

Hawaiian 418 61.7% 0.023 41.6% 0.040 15.6% 0.261

Japanese 268 81.0% 0.022 50.7% 0.041 21.6% 0.215

Both 64 71.9% 0.012 40.6% 0.029 21.9% 0.214

Visual 
Features

Flowers/
Leis 229 71.6% 0.016 29.3% 0.048 10.9% 0.228

Opaque 
Graphics 541 80.8% 0.022 61.2% 0.056 50.5% 0.115

Hawaiian 
Shirts 335 80.9% 0.012 37.3% 0.031 6.6% 0.301

Diacritics None 3,907 81.7% 0.017 44.7% 0.047 25.1% 0.199

Has ʻokina 15 33.3% 0.020 0.0% 0.054 0.0% 0.204

Table 9: Data composition and model performance breakdowns
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